
The main takeaways are:

1.     Quantitative funds have been around for many years. They invest based on a

predetermined set of rules created by the investment team. The difference with

artificial intelligence (AI) funds is that there are no predetermined rules: AI looks at

large amounts of data and creates its own rules.

2.     The adviser must have the expertise, knowledge, and resources necessary to carry

out the intended strategy.

3.     Quantitative and AI strategies involve some sort of backtesting to confirm that

the strategy will work going forward. We provide questions to ask the investment team

to ensure that the testing was done properly, as well as SEC rules for disclosure of

backtesting.

4.     Directors should set up a framework for judging the AI process and its structure.

They should also set criteria for expected outcomes in order to approve AI funds.

Finally, directors should specify for management what they expect from the AI effort

going forward and how that will be communicated. It is critically important that

directors have a process that results in a consistent metric, which will enable them to

better govern these new funds.

With the growth of artificial intelligence and quantitative strategies such as smart beta,

fund directors must understand the basis of these technologies to properly govern the

funds they oversee. Mutual fund directors are increasingly asked to oversee funds that use

artificial intelligence and quantitative methods to manage investments. This paper

provides a framework for directors to understand how to oversee these funds and discuss

the concepts of artificial intelligence and quantitative investing, and will focus on key

areas that directors should understand.
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Quantitative investing in mutual funds and ETFs has been around for decades. A

quantitative model is the basis of many investment strategies, including index funds.

Artificial intelligence (AI) is a more recent technology that is currently making

headlines. An editorial in Pensions & Investments stated, “Active managers who have

not invested in AI will find it harder to compete for alpha and for clients, and may go

out of business.” Numerous mutual funds are in existence and more are being planned;

currently, more than 45 ETFs use AI[2]. The purpose of this paper is to provide the

necessary tools to understand quantitative and AI investing and suggest how they can

be governed by fund boards. 

 

The information technology (IT) revolution has transformed nearly every industry in

the economy, including investment management. While humans once invested

independently, today machines routinely make most trades on the major equity markets.

Initially, computers made trades based on quantitative analysis of stock prices. In this

sense, quantitative techniques were more suited to short-term trading rather than long-

term investing. More recently, however, fund managers have used quantitative methods

for long-term buy-and-hold investing, which has traditionally been the purview of

humans. It is important that fund directors understand the basics of the quantitative

landscape. This renders some of the classical questions in computer science relevant to

investment management. Namely, will machines eventually replace humans in financial

decisions? Though it is impossible to answer that question today, we can provide a

sketch of the main ideas of AI and quantitative investing. The question for our

community is how to prepare for this future and properly govern these investments. 

 

Historically, “quant” referred to financial analysts who had a strong STEM (science,

technology, engineering, and math) background, rather than a more traditional business

background. The quant community emerged from the application of engineering,

computer science, and quantitative economics to financial markets.  

 

While initially only some firms specialized in quant investing (well-known examples

include Wells Fargo/Barclays Global Investors/Blackrock, State Street Global

Advisors, AQR, Capital Management, Renaissance Technologies, and D.E. Shaw),

today the work of almost every fund manager is infused with technology.  

 

We will focus on those investment strategies that use quantitative investing and AI as

their primary method of investment. 

I N T R O D U C T I O N
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[2] (https://etfdb.com/themes/artificial-intelligence-etfs/#complete-

list&sort_name=assets_under_management&sort_order=desc&page=2) 



This is a distinct set of investment strategies in which the machine has taken over not

only the acquisition of data and its processing, but also the judgment behind the

decisions. This is distinguished from investment strategies that use quantitative

techniques or AI as a part of the process. If a strategy uses quantitative tools to screen

stocks before the portfolio manager does further analysis, it’s still a mainly

fundamental process in which the portfolio manager is the critical component. The

same can be said for some uses of AI: If the portfolio manager takes data generated by

AI and combines it with other analyses, the process is still driven by the portfolio

manager. This paper will focus on strategies in which the machine—not the portfolio

manager—makes the decisions.
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B A C K G R O U N D :  Q U A N T I T A T I V E  I N V E S T I N G

A N D  A R T I F I C I A L  I N T E L L I G E N C E

Quantitative methods use computers to identify predictable patterns within financial

data. This can include traditional quantitative modeling (quant) along with AI. Quant

tools allow an investor to systematically analyze large amounts of data quickly.

Because it is rule-based, quant is repeatable and consistent, and takes the emotion out

of investment decisions. For the purposes of this article, we will refer to anything

beyond a rules-based quantitative investment process as AI. We will define AI as

technology that allows machines to reveal patterns without explicit rules. These

programs can uncover nonlinear relationships that traditional quant modeling cannot.

Technically, funds that are currently marketed as AI funds are actually the result of

machine learning. True AI is a machine that can replicate human thought—which isn’t

currently possible. Even so, many people refer to machine learning models as AI. We

will follow that convention in this paper.

 

Artificial intelligence has exploded as a field in the last decade and has many

applications to financial markets. Hedge funds such as Two Sigma Investments and

Renaissance Technologies are reputed to have used AI techniques to screen and select

stocks for years[3].  This body of knowledge has many valuable applications for

investing.

 

Artificial intelligence originally took place under human supervision: A human

classified a set of input-output pairs according to a hypothesis. Once the machine

learned based on the training set, it proceeded to independently classify pairs.

[3] Nathan Vardi, “The 25 Highest-Earning Hedge Fund Managers and Traders,” March 17, 2017,

https://www.forbes.com/sites/nathanvardi/2017/03/14/hedge-fund-managers/#5f399cec6e79.

 



Image (a) is the original. Figures (b), (c), and (d) show which pixels explain the top

three predicted classes, with the rest of the area grayed out. The top

three classes predicted are Electric guitar (p = 0.32), Acoustic guitar (p = 0.24), and

Labrador (p = 0.21). Figure (b) demonstrates why it predicted electric guitar: the

fretboard. Figure (c) shows the body of an acoustic guitar, and figure (d) shows the

dog’s face. 

 

To apply this to investing, a necessary input would be a relevant training set—namely,

data on a successful investor and both his stock picks and the universe from which he

selected these stocks. Each stock could be classified as buy, hold, or sell. Once the

analyst has trained the machine on this training set, the machine would rely on its

initial training to classify future stocks.

 

One problem with this approach is that it can suffer from insufficient data. If the only

input is the universe of stocks and the only output is the actual stock selected, there is

a veritable chasm between input and output, and much can be lost. The machine will

have difficulty crossing the chasm, especially since training sets will be small; most

value investors, for example, hold concentrated portfolios over a long horizon, so the

actual output set is small. 
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(a) Original image                (b) Explaining Electric guitar      (c) Explaining Acoustic guitar     (d) Explaining Labrador

Consider visual recognition from photographs. Imagine 10,000 photographs, of which a

human has identified 100 that contain a dog. The training set is the 100 photos the

computer has been programmed to classify as containing a dog. The computer then

searches the remaining 9,900 photos and tries to classify them as {dog, no dog}.[4]The

example below from Riberio et al. (2016) demonstrates how AI will try to classify a

photo.[5] The software used was Google’s Pre-Trained Inception neural network.

 

[4] This is how Apple’s iPhoto works on Macintosh computers. The program asks the user to classify

photos and identify people by name in a handful of photos; the computer learns from this training and

seeks to classify the larger, untrained data set by itself.

[5] Marco Tulio Ribeiro, Sameer Singh, and Carlos Guestrin, “Why Should I Trust You?”

in Proceedings of the 22nd ACM SIGKDD International Conference on Knowledge Discovery and

Data Mining – KDD (San Francisco, CA: ACM2016), 4-5.



Of course, with this type of learning, the human element introduces the potential for

bias. When the training set is selected by a human, it may reflect that person’s implicit

or explicit biases. An encouraging solution to this problem lies in unsupervised

learning. This more recent approach skips the initial step of supervised learning, in

which data are organized based on human-created labels.[6] Reinforcement learning, in

contrast, describes how the machine tries different approaches and receives feedback

from the system regarding which succeed and which fail.[7] Reinforcement learning’s

end goal is to reward desired behavior to maximize long-term utility.  

 

The catch here is that “successful” outcomes must be defined ahead of time. For

example, a machine learning to play chess would try different moves and, with enough

simulations of the game, receive feedback on which moves are probabilistically more

profitable. Rather than relying on a human to inform the computer that losing a queen

is a poor move, the computer simulates games in which it loses its queens and

eventually learns that, statistically, these games are harder to win. For such a strategy

to work with investing, this would require that the computer simulate stock selection

and receive market feedback on those stocks. This is more challenging than the chess

example, because chess is deterministic (nonrandom), whereas the stock market has

uncertainty and risk at every point. A computer cannot predict stock market outcomes

without making strong assumptions that might violate the fundamental randomness of

markets. 

 

As such, an alternative strategy is to mine past data using historical stock prices as the

ultimate output. To do this, the investor would need to backtest their algorithm on the

last 50 years of stock data. This approach is possible, though it is not of high value

given the long horizons and low turnover of successful value investors. 
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[6] Christopher M. Bishop, Pattern Recognition and Machine Learning (Information Science and

Statistics), New York: Springer Science Business Media, 2006.

[7] David Silver et al., “Mastering the Game of Go Without Human Knowledge,” Nature, (2017):

354-359.

To improve training and machine learning, the analyst should supply more of the

intermediate data used in the value investor’s decision-making process.

 

For example, most investors employ a pyramid-like decision-making process to narrow

the universe of stocks over time. Quantitative filters may sort the full universe of

stocks down to a cluster of potential investments. The investor may further narrow this

cluster based on their own expertise or interest.At the penultimate stage, the investor

does a deep dive into the company's financials to research one or two investments that

are candidates for a major position. If the analyst can supply data about this sequential

decision process over time, the machine can use this richer data to improve its own

learning.



 

The third approach is to apply reinforced learning to improve search parameters.[8]

Assume the search problem is to find stocks of high intrinsic value and low

prices. Estimating intrinsic value requires that the investor screen large amounts of

information, both qualitative and quantitative, to derive an assessment.

 

Instead of simulating specific stock selections, a reinforced learning approach could

simulate different attributes that may lead to a better assessment of intrinsic value. For

example, rather than relying on a structured model that says long-term compensation

and independent directors lead to better performance, the machine could traverse the

universe of corporate attributes and receive positive feedback upon identifying factors

that lead to high abnormal returns. In this sense, the reinforced learning pertains not to

selection of the securities per se, but rather selection of the attributes that then lead to

the securities.[9]

 

These approaches have already gained traction in industry. However, the truly

revolutionary work being conducted on AI concerns reasoning.[10] Getting a computer

to reason logically has been a goal of computer science for decades. This challenge

takes a different path from the search and learning algorithms discussed above. Here, a

computer and machine seek to make logical statements and draw inferences using the

same principles of logic that underlie philosophy and abstract mathematics.

 

The core idea is to use information to reason—to take actions and infer the state of the

world based on what does and does not occur.[11] The stock research and selection

example above indicates a level of reasoning that is common in everyday life but still

foreign to machines. Investing in a stock market involves layers of uncertainty and

information that is asymmetric. Yet there are still parallels. 

 

A computer could begin to reason about managerial attributes and corporate quality

based on what is and what is not disclosed in a company’s financials. For example,

during an economic downturn, one would expect cutbacks in R&D expenses. If no such

cutbacks are forthcoming, this might reveal that the firm is more insulated from

macroeconomic events, leading to a higher intrinsic value during times of distress. This

is an example of how reasoning and inference can be employed by machines to draw

conclusions about a company’s quality.

7

8] Max Jaderber, “Reinforcement Learning with Unsupervised Auxiliary Tasks,” in 5th Int. Conf.

Learn. Representations, (Toulon, France: ICLR, 2017).

[9] Critics of this approach call this “data mining,” since it lacks theory and instead runs large-scale

statistical analyses to determine economic outcomes.

[10] Bruce Spencer, “Avoiding Duplicate Proofs with the Foothold Refinement,” Annals of

Mathematics and Artificial Intelligence 12, no. 1-2 (1994): 17-140.

[11]Chung Hee Hwang and Lenhart K. Schubert, “Episodic Logic: A Comprehensive, Natural

Representation for Language Understanding,” Minds and Machine 3, no. 4 (1993): 381-419.
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For example, let’s assume you devise a model that you believe consistently predicts the

future value of the S&P 500. Using historical data, you can backtest the model to see

whether it would have worked in the past, and by comparing the predicted results of the

model against historical results, determine whether the model has predictive value. 

 

Almost any prediction method can be backtested. For example, an analyst can backtest

his methods for predicting a company’s net income, a stock’s degree of volatility, key

ratios, or return percentages.

H O W  I T  W O R K S

W H Y  I T  M A T T E R S

Backtesting offers investors a way to evaluate and optimize their strategies before

implementing them. The rationale is that a strategy that would have worked poorly in

the past will probably work poorly in the future, and vice versa. A key aspect of

backtesting is the assumption that past performance predicts future performance. How

the backtest is conducted is important. There are three main backtesting methods,

which are explained in Appendix One; Appendix Two provides a list of questions that

will help directors evaluate a backtest.

T H E  S E C  A N D  H Y P O T H E T I C A L  B A C K T E S T E D

P E R F O R M A N C E

Every year, the SEC publishes a handful of enforcement cases in which an investment

adviser is alleged to have violated advertising and marketing rules by misusing

hypothetical backtested performance (HBP). 

We now turn to one of the core issues of quantitative and AI strategies: backtesting,

which is the process of applying a strategy to historical data to see how the strategy

would have performed. All quantitative, machine learning, and AI strategies are tested

using some type of backtest before an investment firm will launch itSome managers of

AI funds argue that the average life span of their factors is much shorter than

traditional quant factors, but directors should not allow statements like this to convince

them that backtesting is not possible for AI: Any model can be backtested over a

historical data set. Depending on the data used, backtests going back 30 years can

generally be run in a matter of hours.

B A C K T E S T I N G :  A  K E Y  C O M P O N E N T  O F

Q U A N T I T A T I V E  A N D  A I  S T R A T E G I E S
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1.     Failure to disclose limitations. One common allegation is that firms fail to fully

disclose the limitations on HBP.

 

2.     Insufficient backup data. The SEC will seek to verify that you have maintained

adequate backup data to support your HBP claims.

 

3.     Cherry-picking time periods. Many firms violate the SEC marketing rules when

they cherry-pick a specific time period that makes their HBP look better.

 

4.     Misleading disclosures. Hidden or confusing HBP disclosure will draw the

SEC’s enforcement interest.

 

5.     Retrospective model changes. Firms can’t keep tinkering with their models to

improve the HBP results.

 

6.     Using incorrect historical market inputs. The SEC can verify market data from

past time periods, so make sure to use the correct numbers.

 

7.     Applying different models. The SEC has raised red flags when HBP differs

significantly from audited or live performance information applying the same models.

 

8.     Using the wrong model rules. Firms have gone astray by applying different

model rules to the backtested data they use to manage real accounts.

 

9.     Investments didn’t exist. The SEC will call out HBP that includes investments

that were not available at the time.

 

10.  Faulty algorithm. Faulty programming can result in inflated performance

numbers.

1 0  C O M M O N  P R O B L E M S  T H E  S E C  H A S  W I T H

H Y P O T H E T I C A L  B A C K T E S T E D  P E R F O R M A N C E

( H B P ) [ 1 4 ]

[14] “Hypothetical Backtested Performance Archives,” March 1, 2019,

https://cipperman.com/category/hypothetical-backtested-performance/

In our experience, the SEC nearly always cites deficiencies when firms use HBP in

marketing. Although no rule prohibits the use of HBP, our position is that firms should

never use it. To support our view, we list below 10 of the most common HBP failings and

cite specific SEC actions. As a side note, most of the institutional investors we work with

have a negative opinion of HBP, because they understand its limitations.
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As a fund director, issues will arise regarding quant and AI investing.

 

As SEC staff noted in their August 2013 IM Guidance Update, “The fund’s board

generally oversees the adviser’s risk management activities as part of the board’s

oversight of the adviser’s management of the fund.” In general, a board’s risk oversight

obligations for quantitative and AI funds are the same as for traditional funds. 

 

The most common questions with respect to the oversight of funds with quant and AI

strategies are:  

 

Does the adviser have the expertise, knowledge, and resources necessary to carry

out the intended strategy? Prior to any fund launch, directors should discuss whether

the adviser has the expertise, knowledge, and resources to carry out the intended

strategy of the new fund. However, boards may have a more difficult time assessing the

adviser’s ability with respect to an AI strategy. For example, because the number and

kind of AI fund strategies are increasing rapidly, the board may find that the adviser

has a limited track record with the investments and/or strategy employed by the new

fund. In such circumstances, the board will want to inquire about the portfolio

manager’s experience with the type of investments and strategy the fund will employ—

and that experience may be based entirely on simulated or backtested portfolios.  

 

How is quality assurance monitored? Will the advisor need to change approval

procedures? These procedures may seem sound, but consider what this function entails:

planning, obtaining the relevant requirements, testing, and getting formal approvals

from multiple stakeholders. Testing is also part of the configuration process—so who

will develop the AI test plans? The advisor should ensure that they’ve designed and

conducted a comprehensive examination, documented the results, and made this

information accessible to new team members.  

 

Finally, working controls rely on documentation at every stage of planning and

operation. Even if the advisor has done all the work necessary to establish an effective

control system, they won’t have gain others’ trust and achieve transparency if they

can’t prove their work. This does not have to be an onerous administrative process, but

it can mean the difference between success and failure for new technology such as AI.

 

G O V E R N A N C E  C O N S I D E R A T I O N S



There are risks for directors if funds do not reach their stated goals. Despite

widespread adoption, AI models are mostly black boxes. Understanding the reasons

behind their predictions provides insights into the model, which can be used to

transform an untrustworthy model or prediction into a trustworthy one. Assessing trust

is fundamental before acting based on a prediction, or in choosing whether to deploy a

new model.

 

Apart from trusting individual predictions, the model must be evaluated as a whole

before deploying it. To make this decision, users need to be confident that the model

will perform well on real-world data, according to the metrics of interest. Currently,

models are evaluated using accuracy metrics on an available validation dataset.

However, real-world data often differ significantly; also, the evaluation metric might

not be indicative of the product’s goal. Inspecting individual predictions and their

mechanisms, in addition to these metrics, is a sound solution. In this case, it is

important to aid users by suggesting which instances to inspect, especially for large

datasets.

 

 

1 1

R I S K S

The example above seeks to determine whether a document concerns Christianity or

atheism. The bar chart represents the importance given to the most relevant words,

which are also highlighted in the text. The color indicates which class the word

contributes to (green for Christianity, magenta for atheism). This shows that Algorithm

1 uses words that make sense for determining the document’s religious bent. Algorithm

2 also makes predictions, but because it has data-mined its training set, the words it

uses have nothing to do with religion. This is an example of a potential downfall of AI.

[15]

 

 

 

[15] Ribeiro et al. (2016).



The amount of data needed is a tricky question in machine learning, and depends on

many factors; as a general rule, more data is better. However, even when huge amounts

of data are available, the model trained on that data might contain unintentional bias.

Therefore, it is also useful to understand the reason behind the model’s predictions.

Ribeiro et al.(2016) study the importance of understanding the reasons behind machine

learning predictions.

 

Having said that, the complexity of nonlinear problems, such as predicting stock

returns, is high. Regardless, research on the use of deep learning to predict stock

returns has been conducted—and though the problem of stock prediction is complex

and nonlinear, significant work in this domain has yielded positive results.

 

Finally, the data source is crucial for quant and AI strategies; the old saying, “Garbage

in, garbage out,” still holds true. The data must be correct—neither previously

manipulated nor corrupted, and free of bias as a result of the collection process. For

instance, a common bias is survivorship bias: Companies that go out of business

disappear from later databases. In order to properly test, therefore, the data must

include all companies that were in the universe at the relevant time—i.e., data for 1990

must include all companies that existed in 1990, not just those that still exist today.

Neglecting to consider failed companies can cause significant bias in the results, as

there is no opportunity in a backtest to “buy” companies that have gone out of business.

Directors, therefore, must know which controls are in place to ensure that the data are

correct.
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I S S U E S  T H A T  C A N  A R I S E  W H E N  A P P R O V I N G

T H E  I N V E S T M E N T  M A N A G E M E N T  A G R E E M E N T

In describing the contract renewal process, both the courts and the SEC have

emphasized directors’ responsibilities. Relevant factors include: 

 

1.     The quality and nature of the services provided by the adviser to the fund.

 

2.     The fund’s investment performance.

 

Moreover, these factors’ importance is highlighted by the requirement that the board

annually explain to shareholders why it renewed the advisory contract—and, in doing

so, state the specific factors it took into consideration.



The Mutual Fund Directors Forum specifies, in its “Practical Guidance for Fund

Directors on Board Governance and Review of Investment Advisory Agreements” and

“Board Oversight of Alternative Investments” what directors need to review. A version

of those requirements, adapted for AI funds, follows.

 

How is the strategy intended to work, and is it functioning as expected? Performance

assessment is an important responsibility of fund directors. AI funds may present a

number of unique challenges as a result of their complex investment strategies and in

the absence of a track record for evaluating performance. How is a fund’s investment

strategy intended to work, and is it functioning as expected? In order to properly

evaluate the performance of a fund, the board must first be familiar with the fund’s

investment strategy, how it is intended to function in different market environments,

and, in some cases, the fund’s intended role in an investment portfolio. Such

investment strategies may be notably complex, and may have multiple objectives.

 

Directors should work with the adviser and legal counsel to understand what the fund’s

strategy is and establish an appropriate review process for fund disclosure. Evaluation

of whether the fund’s strategy is working as expected may be more difficult with some

alternative funds. Because of the relatively short performance track records of many AI

funds, the fund may not have experienced the market cycle in which it would be most

effective. It may be difficult to evaluate the significance of over- or underperformance

that occurs within a particular period of review. While the board will want to have an

initial understanding at the time the fund is launched of how the adviser intends to

evaluate performance and whether the strategic objectives are being achieved, the

board and adviser will likely wish to periodically revisit the topic to ensure that

meaningful metrics continue to be applied. In order to receive helpful reports and

metrics, the board may consider asking the adviser what measures that organization

finds most helpful to evaluate how well the fund is achieving its performance goals.

Armed with this information, the board can consider whether those same metrics and

reports may be useful to the board in its evaluation of the fund’s performance and

effectiveness in achieving its strategic goals. Despite the challenges in understanding

these funds and how they are intended to function, the board should receive enough

information to understand the goals, objectives, risks and strategies of the fund.
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Technology will generate new information in the form of data that can be used by

machine leaning and AI programs. But will it create better investment processes? Many

fundamental firms tout a “We dig deeper” philosophy. An example from the internet

states, “[Our] Research Team conducts approximately 2,000 meetings per year on-site

at the company, or off-site at conferences, trade shows or other locations. We believe

our investment success is an outcome of our resolve to know the securities we own in

our portfolios better than anyone else.” A potential problem is that this new data will

not improve security selection if investment teams don’t know what they’re looking

for. Otherwise, digging deeper might simply take them to the other side of world, and

not to owning the next Amazon. No matter how powerful these technologies become,

there will always be a role for human understanding.

 

Quantitative strategies and AI are only tools. Home buyers don’t care about the tools

used to build a house; only what kind of house they can buy. In investments, clients

don’t care about the tools; only the returns. Directors need to understand not only this

new tool, AI, but also its limitations.

 

In order to properly deal with new AI funds, directors should create a framework for

judging the AI process and its structure. They should also choose the criteria for

expected outcomes in approving AI funds. Finally, directors should specify for

management what they expect from the AI effort going forward and how that will be

communicated. It is critically important that directors have a process that results in a

consistent metric and allows them to better govern these new funds.
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S U G G E S T E D  A D D I T I O N A L  R E A D I N G



Appendix One: 3 Methods of backtesting

 

Statistical testing

 

Regression is the most common backtesting technique used by investment researchers.

Regression is a procedure for determining a relationship between a dependent variable,

such as the predicted return of a stock, and an independent variable, such as the P/E of a

stock. The example below shows a typical regression. The blue dots represent each

occurrence in the backtest. For example, see the P/E and subsequent 5-year return. The

red line is the line of best fit. This is the prediction of what the return would be, given

the P/E in our example. The first chart shows a typical line of best fit.[17] 
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A P P E N D I C E S

The chart below shows a line of best fit with a positive relationship for data that have a

perfect correlation between P/E and subsequent returns.

[17] Jean Folger, “Backtesting and Forward Testing: The Importance of Correlation,” March 10,

2018, https://www.investopedia.com/articles/trading/10/backtesting-walkforward-important-

correlation.asp.
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The next chart shows that the line of best fit still has a positive relationship even though

10% of the cheapest stocks have the worst returns.

The final chart shows that you can still have a positive line of best fit even when 90% of

the data are random and the cheapest 10% have great returns.

These charts show that regression analysis alone does not provide enough information to

know that one factor is a great predictor of future stock returns. The regression misses

outliers.



Ranking

 

Ranking divides the universe into fractal groups based on the signal and compares each

group with the others. Typical fractals are quartiles, quintiles, and deciles. It’s

important, for example, that a researcher be able to see whether the top groups

outperform the bottom groups. Advantages of ranking are that it is easy to understand, it

is simple to compute, and it is easy to detect nonlinearities. Below are three examples of

ranking by decile. The average return across all deciles is 11%. Let’s assume that the

average return is the benchmark return. The first chart shows an ideal decile

distribution. As the factor gets stronger (from left to right), the returns get better. This

chart shows P/E ratios with the most expensive on the left (lower numbers, such as 1-3)

and the cheapest on the right (numbers 8-10). This shows that if you chose the cheapest

10% for a portfolio, you would outperform, since decile 10 has the highest returns.
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The next chart has the same average return of 11%. In this case, however, the most

attractive decile has poor returns. Again, let’s use P/E as an example. This chart shows

that the most expensive P/E stocks on the left generally have the lowest returns. As the

P/E gets cheaper, the return gets better. But something happens when the stocks are too

cheap. This is what occurs in the US small cap universe. The cheapest decile has poor

returns, because it contains stocks that are about to go out of business. Picking small

cap stocks based on the cheapest P/E would be a bad idea, despite how strong the

relationship is between valuation and returns in the other nine deciles.



Our final example below also has an average return across the deciles of 11%. When

performing other statistical tests, such as regressions or information coefficients, this

data set would show a strong correlation to the stocks, with the most favorable

characteristics performing well. This chart shows no correlation or pattern with the

factor relative to returns, except for the 10th decile. The first 9 deciles are essentially

random. This chart shows power in the 10th decile, but it’s not coming from the factor

being observed. This has potential, but will require additional research to determine

what is causing the stocks in decile 10 to outperform.
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The disadvantage of ranking is that there is no differentiation between stocks in a given

fractal, and it shows the order but not the magnitude of differences.



Simulations

 

When an investment manager performs a backtested simulation, it will show the results

of that strategy over time. This is done by creating a portfolio at some starting point in

the past, periodically rebalancing the portfolio, and calculating the returns. The portfolio

can be constructed using simple rules—e.g. that all stocks are equally weighted—or by

using a more sophisticated method such as an optimizer. If a simulation is run, it can

show you what type of return you would have had if you had run the strategy

historically. It will also allow you to perform attribution. The disadvantages are that if

inputs such as transaction costs are incorrect, the results will be meaningless.

The chart above shows the typical output for a simulated backtest. It does not begin
to tell you what you need in order to evaluate the strategy.
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Appendix Two: Questions You Need to Ask to Evaluate a Backtest

 

1.     How did it perform? How did the strategy add value?

 

This is easy. If the strategy can’t outperform its benchmark, it’s a non-starter. This is

where attribution is key. The following chart is a portfolio attribution from Factset, a

leading data and analytics provider. If the strategy being evaluated claimed that its value

added came from making great macro and sector bets, this attribution disproves it. Note

that of the 37% outperformance, only 2% came from sector selection. The goal is to have

a strategy that not only outperforms, but outperforms consistently using the investment

philosophy and process.



These two strategies may obtain similar overall backtest results, but the more consistent

backtest is preferable.

 

3.     How did the manager develop the idea for this strategy?

 

The answer reflects whether the manager has true investment insight or is just a trend

follower or data miner. Be suspicious of the following answers: “Everyone is doing it,”

“It’s a hot product,” and “It’s a more profitable product.” Other worrisome responses:

“It’s a proprietary process,” “It’s too complicated to explain easily or quickly,” and

“The best way to evaluate it is to look at the results.”

 

The manager must have objectively tested all of the potential variables. They should

also have tested factors across all styles—i.e., value, growth, momentum, and size. The

manager should be asked what universes were used.

2.     When did it work best? Worst?   

 

It’s important not to look solely at the overall results; also knowing the consistency of a

strategy is crucial.
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A positive and consistent backtest.                         A positive but less consistent backtest.



5.     How did the manager select the benchmark?

 

Make sure it reflects the universe that backtested stocks were chosen from. If the

manager has backtested the entire Russell 3000, for example, that is the appropriate

benchmark—not the Russell 1000 or Russell 2000. Also, beware of comparing broad

universes to style indices.

 

6.     How are the stocks weighted in the backtest?

 

Equal weighting works well in some periods, and capitalization weighting works better

in others. Make sure that the stock weighting method was not chosen because it worked

better in the time period backtested.

 

7.     How did the manger determine the investable universe?

 

For example, ensure that the test did not use fixed amounts to segment by market cap:

$400 million in cap was more valuable in 1980 than it is now.

 

8.     What was the turnover in the backtest?

 

Most managers run portfolios with 75% to 100% turnover. It is easy to have a 500% to

1,000% turnover in a backtest, which is unrealistic. It is also critical to know how the

manager calculated transaction costs. They must be included, and they must be realistic.

The costs to trade equity portfolios, including commissions and market impact, can

reach 2%. This can have a major impact on the expected return. Transaction cost

databases are available from vendors such as ITG that will enable the use of accurate

transaction costs in the backtest.

4.     How were the data collected?

 

It is important to ask how the database was constructed. A potential error when running

backtests is not including stock splits. If the shares split, it could appear that the price

fell and, in turn, skew the backtest. A database must include all stocks that existed at the

time. Survivorship bias occurs when only currently traded stocks are included. This

misses events such as the backtest investing in stocks that went out of business, which

would have lowered the returns. As with stock splits, mergers and acquisitions must be

handled properly.
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10.     What was the timeframe?

 

Many quants look at historical distributions to predict the future. The problem arises

when you move outside the sample, because you have then framed your perception based

on the historical sample. A good way to overcome this is to build the model using a

training set of data from a previous time period and hold out the most recent data. Then

run the model using the data held out and see whether the process still adds value.

 

 

9.     How consistent are the active returns?

 

How many years/quarters did they outperform? What were the returns by sector? A

manager should be able to provide details about individual asset performance. What

were the 10 best stocks each year? The 10 worst? What are the up-capture, down-

capture, and maximum drawdown? The example below shows up- and down-capture

statistics.
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