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Preface

The Reveille Fund is a student managed fund tasked with the goal of outperforming the S&P
500 with a highly correlated portfolio consisting of roughly 50 active equities alongside ETFs to
keep us close to our benchmark. In order to improve our active holdings I developed a quanti-
tative strategy to select active equities with the goal of generating alpha and maintaining a high
correlation to the S&P 500. This strategy utilizes multiple neural networks to generate a com-
bined stock rating based on a number of different fundamental factors. It assumes monthly
rebalancing, although the stocks that it chooses are relatively stable and don’t tend to vary
much month to month.

This document is intended to be readable to a wide audience who might not have a deep
knowledge of statistical methods or machine learning. To that end there is a section giving a
brief overview of how neural networks work, as well as a glossary of terms that readers may
be unfamiliar with.

Alex Sullivan
Reveille Fund Head Quant

May 2022
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1
Structural Overview

This strategy uses numerous factors as inputs to a neural network which then outputs predic-
tions on the stocks 1 month forward returns. I maintain the use of the same 9 factors as in prior
models, but to reduce variance in the results I randomly sampled 3 factors 6 times to create
an ensemble method of 6 models. This was done experimentally to find the best performing
group of models. Factors are all subject to data transforms to normalize the inputs, and testing
without these data transforms resulted in a non-functional model.

The structure of the neural network is three inputs followed by a 9 node relu activation layer,
followed by a 9 node sigmoid activation layer, followed by a 50% dropout layer, going into a
5 node softmax output. The dropout layer has been omitted from the following graphic as it is
only used during training.

Figure 1.1: Neural net layout visualization

As for the prediction output I take a month of data and look at the 1 month forward returns of
all the stocks and rank them. I then cut them into percentiles and label them based on where
they are in the distribution. The cuts are [0, 5), [5, 40), [40, 60), [60, 95), and [95, 100]where each
number is a percentile. Figure 1.2 graphically describes the 5 categories within a normal dis-
tribution.

The purpose of this as opposed to a regressive output is the idea that we care more about
broad categorizations of returns than precise information on how much a stock will return. Ad-
ditionally the 5 node softmax output will tell us how likely it thinks a stock will be in any of
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Figure 1.2: Category distribution

the categories, which we can leverage to gain much more information. To get our ranking of
stocks I first divide the output of each category by the size of the category to normalize the
results and make them more comparable to each other. I then define the metric that we rank
stocks by as the normalized rating for (top + upper - lower - bottom). This is interpreted as the
probability that a stock will be a good pick minus the probability it will be a bad pick. While this
seems simple it incorporates a lot of information into a single metric, and allows for modifica-
tion in the future such as changing weightings of each one. For example if we wanted to run a
more risk averse model we could take a new rating as (top + upper - lower - 2*bottom) which
would more highly punish stocks that it thinks have a risk of being big under performers. In an
application to the ensemble method using 6 different models, I average all of the total ratings
to get a combined metric.
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Backtesting & Performance

Stock Selection Tool

This framework was trained over data from
2004 to 2013, and validated from 2013 to
2022. As the graphic to the right shows, it
functions properly with even a large num-
ber of stocks. This graph is generated off
of only training data. First I’ll examine the
global maximum of annualized returns, at
7 stocks chosen each month.

For 7 stocks selected the returns are
highly appealing in the training data. This
is to be somewhat expected given that this
is the data that I trained the models over.
However, the variance here is also very
low which is obviously what we want. The
highlighted red area indicates a recession.
Next I’ll show the returns in validation data

The graph to the right is the validation data
and it can be seen that the performance
is quite similar to the training data. This
tells us that this model generalizes well
and functions as a ‘market solver’. Both of
these together indicate that this strategy is
superior to our current model of stacking
multiple support vector machines, and
also has the benefit of being able to save
the neural networks for predicting the next
month.
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This cuts computational costs significantly, reducing the time it takes to run our model from
around an hour to a matter of minutes.

Lastly I am including a histogram showing the distribution of monthly excess returns that this
strategy produced in the validation data set. Each data point here is calculated as monthly
return minus the S&P 500 return that same month.

Mean Excess Return: 85.8 bps
Median Excess Return: 66.86 bps
Standard Deviation: 219.15 bps
Skew: 0.33
Excess Kurtosis: 0.22

Definitions for each of these metrics can
be found in the glossary.

Use as a Screening Tool
The following graphics are returns when 50 stocks are selected rather than 7. It is clear that
this method produces alpha despite being highly correlated with the market both in and out of
sample.

Mean Excess Return: 47.9 bps
Median Excess Return: 39.44 bps
Standard Deviation: 80.97 bps
Skew: 0.22
Excess Kurtosis: 0.05

A larger portfolio sacrifices average returns for
stability, with a notable outlier in March 2020.

This indicates that this method is capable of creating an entire portfolio with seemingly accept-
able risk metrics, and thus could be used for portfolio construction or portfolio advisement, i.e.
stock screening. Lastly I’ll show the graph of annualized returns as a function of stocks chosen
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per month over the validation data. I believe that this shows how robust this model is out of
sample. Additionally it can be seen that the top selections is not the only significant data, it
also accurately selects portfolios of under-performing stocks.

Recommendation For The Reveille Fund
As you can see the stock ranking system developed here is highly significant both in and out
of sample, much easier to run in a computational sense than our previous support vector ma-
chine framework, and functions as a one stop shop for stock selection and screening. I believe
that our quant portfolio should be changed to use this model as soon as possible. This model
is flexible enough to use an arbitrarily large number of stocks, but I would advise against a
selection of fewer than 5 stocks. Choosing 7 stocks per month provided the best returns in
backtesting, but that differs between training and validation data so I feel that we only need to
exceed some minimum number of picks to reduce variance in our portfolio.

Discussion
As seen above this model functions to generate alpha with significant success even out of
sample. The question remains as to why this method would work. Given it’s development by
a single college student whose resources are comprised of a Refinitiv subscription and open
source python packages, I have no advantage compared to larger quant shops with teams of
researchers and access to far larger data sources who are able to deploy large amounts of
capital. I am not looking in small illiquid markets where larger players do not have the mobil-
ity to dominate as this strategy solely looks at S&P 500 participants. I am not using bizarre
strategies that no one has heard of, as all of the factors used are common financial metrics.
The model structure is not novel, and if anything needs improvement for better applications
into transfer learning. So then what about this strategy makes it function?
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I believe the strategy’s success is related to a focus on monthly rebalancing with relatively low
portfolio turnover and a focus on a small concentrated portfolio. Many quant funds that may
use similar machine learning methods are likely to have high turnover with a large portfolio to
attempt to generate uncorrelated returns, thus leaving a niche open for this strategy. This also
leads quant shops to end up competing largely against each other, giving rise to the need for
more and more data sources to earn further relative outperformance. We believe that we are
able to be successful, even with only a single data source, because we position ourselves to
compete against traditional smaller investors rather than larger quant funds.

It also makes sense that a quant shop would want to focus on higher turnover portfolios as a
matter of having enough to do. This strategy requires very little active time to manage invest-
ments, much of our time is spent researching improvements to our models rather than looking
into investments. If an investor were to use this model they would find that they only need to
rebalance their holdings monthly, and our program has a run time of between about 20 sec-
onds and 2 minutes. Even after filling their time with researching model improvements, such
an investor would find themselves with too much time on their hands. Thus, such strategies
may be highly suited to student investment funds like our own.

It may also be the case that there is hesitancy to use machine learning methods like this as
a decision tool due to the black box nature of these models. Many funds talk about their use
of machine learning methods. However, it’s possible that many say this only referring to data
collation and interpretation as with natural language processing and image recognition. While
it can certainly seem intimidating to allow a machine to decide what to buy, we have thorough
backtesting that tells us what kind of return distributions to expect, and a controlled test in the
Reveille Fund that has thus far fallen in line with our expected risk metrics. In a sense we have
a clearer understanding of our investments than traditional stock picking would give, despite
a lack of clear explanation for why each stock is picked.

A final possibility is that neural networks, and similar machine learning methods that we have
deployed, have so many parameters that they do not meaningfully compete in the same way
that other strategies may. With our ensemble of neural networks we have a total of around
1,000 trainable parameters. By the standards of neural networks this is minuscule, many mod-
els used for text processing easily have millions of parameters. It could be that other funds
may deploy stylistically similar models, but that such strategies end up being different enough
from ours that we do not end up making the same investment choices and are thus not com-
peting against each other.

We can’t say definitively which of the above possibilities are true. However, given that the
quant fund has outperformed the S&P 500 by 958 basis points from inception to date (Dec
10th to May 1st) while only holding a portfolio of S&P 500 constituents, the quant team is con-
fident that at least some of the above are the cause of our outperformance.
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Overview of Neural Networks

A neural network is a complex web of math designed with inspiration from biological brains
with the intent to solve a variety of problems where we don’t have a method to solve the prob-
lem directly.

Figure 3.1
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The simplest neural network has only
one node and functions similarly to
linear regression. As seen in the
picture to the right it has a number
of inputs that it multiplies by some
weight and adds together. The dif-
ference from linear regression is that
this sum is put through some non-
linear function called an activation
function. In this diagram the large
circle is a node, the small circles are
inputs, and and the box is the output.

Amore complicated neural network would havemultiple nodes that then link into further groups
of nodes. Each group of nodes is called a layer.

Figure 3.2: Neural Network Layer Visualization

The above neural network has 3 inputs and 2 “hidden layers” of 5 nodes that finally output into
a single result. The term “hidden layer” is used to mean a layer of nodes that is neither the
input nor the output. Through complex systems of layers we can construct neural networks to
solve a very large variety of problems that are classically considered difficult such as image
recognition, language processing, and even develop bots that can play various games or cre-
ate things like images or text.

When neural networks are trained the output layer is supposed to predict some value, for im-
age recognition it may be a label like “cat” to recognize when a picture is of a cat, it could also
be a numerical value for weather prediction or other complicated nonlinear regression.

After a neural network is initialized it needs to be to iteratively trained, this happens by chang-
ing the weights that inputs are multiplied by. To figure out how to change the weights a network
needs a loss function, which tells it how far off its predictions are. The loss function is taken to
be a function of all of the weights in the network, and an algorithm is used to try to minimize
the loss function by changing the weights. This process iterates again and again until a satis-
factory model has been created which is then hopefully ready to be implemented.
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There are a lot more that neural networks can include, and a lot more detail could go into
describing different shapes that they could have. If you are interested in learning more, tons
of information can be found online regarding various tasks they can be adapted to, different
types of structures that they can have, and well known models that are publicly available for
use.



A
Glossary of Terms

• Training Data: Data that is used to train a machine learning model on. A model should
always function over the data it was trained on as it has inherent look ahead bias.

• Validation Data: Data that a model was not trained on but rather is examined to ensure
that the model functions in normal situations.

• In-Sample: Within or during the period of the training data.
• Out-of-Sample: Not within the training data.
• Relu: Properly called ’Rectified Linear Unit,’ is an activation function defined as f(x) =
max[0, x].

• Sigmoid: An activation function defined as f(x) = 1
1+e−x . It scales numbers between 0

and 1.
• Softmax: An activation function similar to sigmoid but that can have a higher dimen-
sional output. It is used to output probabilities of something belonging to different classes.
Defined as

σ(z)i =
ezi∑K
j=1 e

zj

where where K is the number of classes, z is the input vector, and e is the standard
exponential function.

• Dropout Layer: A layer where the input has a random chance of being ignored. Used to
mitigate overfitting and prevent minimization algorithms from being stuck at local minima
instead of global minima.

• Ensemble Method: Using multiple different machine learning models that typically have
significant differences in structure, data inputs, parameters, or other things in order to
combine the results to reduce noise and achieve better results than any single model
would.

• Mean: Arithmetic mean defined for a list of numbersX of length n as
∑n

i=1
Xi
n This gives

information about what the an average data point looks like.
• Median: The middle data point of a series. This also gives information as to what an
average data point looks like, but this metric changes less based on outliers.

• Standard Deviation: How far the average data point is from the mean. Defined as

σ =

√∑
(xi − µ)2

N

Where xi is each value from the data set, µ is the mean, and N is the data size.
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• Skew: A metric of symmetry in a distribution. In simple terms it says whether outliers
on the upper end tend to be larger outliers than those on the lower end. A large positive
value would mean that values above the mean tend to vary by more, while a negative
value would indicate that values below the mean tend to vary more. Defined as

µ̃3 =
m3

m
3
2
2

where mi is defined as

mi =
1

N

N∑
n=1

(xn − µ)i

• Kurtosis: A metric of how dispersed or central a distribution is. It tells you how common
larger outliers are. A normal distribution has a kurtosis of 3 and ’excess kurtosis’ is
defined as howmuch more kurtosis a distribution has than a normal distribution. Defined
as

Kurt =
m4

m2
2

where mi is defined as before.
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